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ABSTRACT

Wireless Sensor Networks (WSNs) have become indispensable components of modern cyber-physical
systems, supporting healthcare, industrial automation, agriculture, environmental monitoring, and
military surveillance. However, their limited computational resources, open wireless communication
channels, and unattended long-term deployments expose them to diverse cyberattacks, whilst
conventional security mechanisms remain inadequate for such constrained environments. This study
aims to develop and evaluate an efficient Machine Learning-based framework for real-time anomaly
detection and multi-class attack classification in WSNs. The objective is to enhance network security,
maintain detection accuracy, and enable practical deployment on low-resource sensor hardware. Seven
supervised and unsupervised learning models, including Random Forest, Support Vector Machine,
XGBoost, LSTM, Isolation Forest, Autoencoder, and k-Nearest Neighbour, were assessed using three
benchmark datasets: NSL-KDD, UNSW-NB15, and WSN-DS. A tailored feature engineering process
selected the most informative network, temporal, and protocol attributes, followed by Bayesian-
optimized ensemble learning. The proposed soft-voting ensemble outperformed individual models and
achieved highly accurate intrusion detection with strong classification consistency and minimal false
alarm rates. Cross-dataset evaluation confirmed robust generalization, while hardware profiling
demonstrated low memory usage and fast inference, making the framework feasible for real-time
embedded WSN deployment. This research provides a scalable and practical intelligent security solution
for WSN environments. Its originality lies in combining high detection performance, lightweight
deployment capability, and adversarial robustness analysis, offering significant value for securing future
smart infrastructure and resource-constrained 10T systems.

Keywords: Wireless Sensor Networks (WSNSs), Intrusion Detection, Machine Learning, Anomaly
Detection, Cybersecurity, Ensemble Learning, Internet of Things (1oT), Attack Classification.
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1. Introduction

Wireless Sensor Networks (WSNs) have undergone a profound transformation from specialized academic research
platforms into pervasive and economically critical cyber-physical infrastructure embedded in industrial automation, smart-
grid energy management, precision agriculture, healthcare patient monitoring, environmental disaster early warning, and
national defence applications. In 2024, the global 10T installed base, including WSN nodes, reached 16.7 billion active
endpoints, and projections for 2030 are 29.4 billion devices generating USD 1.1 trillion in cumulative revenue from
hardware and services [1]. It has been fueled by a steady decline in the cost of sensor node units, down to less than USD 5
for commodity motes by 2023, by dramatic advances in ambient energy harvesting technology that allow for multi-year,
battery less operation using photovoltaic and thermoelectric energy at the 10 m to 15 km range, depending on frequency
band and modulation scheme, and by the emergence of LPWAN and IEEE 802.15.4-based radio standards that provide
reliable low-power wireless connectivity.

The features that make WSNs low-cost and flexible to use-open wireless communication links, unattended deployment in
physically accessible areas, limited computational power and energy resources at individual nodes, and large network sizes
where individual node monitoring is impractical-make it a highly insecure environment with an ever-increasing attack
surface. Attacks on network layers of 10T and sensor network platforms have increased by 217% from 2020 to 2023, and
the frequency of attacks has increased at a compound annual rate (CAGR) of 43.7% over the period, according to the Cisco
2023 Annual Internet Report. The unprotected I0T and sensor nodes are the fourth most exploited Attack vector in critical
infrastructure cyberattacks, with the average economic damage per attack per incident at EUR 3.8 million for WSN when
industrial control system are targeted, EUR 14.6 million when healthcare infrastructure are targeted in the report published
by the European Union Agency for Cybersecurity (ENISA) which was released in 2023 [2].

Due to resource constraints, WSN node hardware cannot be a victim of conventional enterprise security mechanisms.
Modern mote-class platforms like the TelosB and Zolertia Z1 have 8-10 KB of SRAM and clock speeds of 8-16 MHz,
which are too limited for public-key cryptographic handshakes (RSA-2048 requires 38—250 KB working memory), deep
packet inspection (typically requiring 4-16 MB buffer memory), stateful firewall processing (needing more SRAM to
maintain session table), or TLS 1.3 full handshake (requiring 4,000-12,000 bytes of working memory for elliptic curve
operations). Next up in the specification pyramid are nRF52840-DK (256 KB SRAM) and ESP32-WROOM-32 (520 KB
SRAM), which offer progressively more advanced security features, but are still not suitable for enterprise grade IDS
systems, which are expected to run on gigabyte memory server systems[3].

Unlike node authentication and encryption systems, IDSs are a layer of security that can be practically deployed in resource-
limited WSN environments to detect malicious behaviour by analyzing traffic patterns, rather than by cryptographic identity
verification. Two basic paradigms have been studied for IDS: signature-based detection, which is able to detect variants of
known attacks by pattern-matching observed network events against a database of known attack signatures, and anomaly-
based detection, which builds statistical models of the normal behaviour of the network, and detects deviations from these
models based on preconfigured thresholds, which will detect previously unseen attack variants but with higher rates of false
positives (3—-15% under legitimate network variability)[4]. By learning high dimensional decision boundaries, Machine
Learning integration avoids this trade-off with much lower false-positive rates than classical statistical anomaly detectors.
The WSN cyber-threat is distributed throughout the whole protocol stack, ranging from the physical radio layer, all the
way to the application layer[5][6]. The threat category that is most operationally impactful are network-layer attacks, as
they take advantage of vulnerabilities in the routing protocols that are inherent in the multi-hop nature of WSNs without
needing to be physically close to the target nodes [7]. Blackhole attacks can cause a network to be virtually useless, because
they offer misleadingly good routing paths and drop all forwarded packets, in 3-8 LEACH protocol rounds (90-240
seconds) before conventional connectivity monitoring detects the problem. Selective probabilistic packet dropping attacks
use a more sophisticated technique that involves dropping 30-70% of packets at a level that is statistically undistinguishable
from legitimate link quality degradation at the individual flow level, while exfiltrating 30—70% of the packets in the
forwarded traffic — it is possible to evade binary connectivity monitoring while still providing a high packet exfiltration
rate[8]. The reference security model used for this context is the architecture of blockchain integrated WSN (BIWSN),
which is illustrated in Figure 1.
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Figure 1. Architecture for WSN over 10T with Blockchain technology for data integrity and trust management.

The transmitted data from the sensor nodes are verified by the private local blockchain and malicious nodes are isolated;
the private local blockchain is connected to the public blockchain layer, which is connected to the 10T server and cloud
for wider data storage and processing [5].

Table 1. WSN Hardware Platform Characterization and IDS Deployment-Tier Suitability

Clock SRAM  Flash . Battery .
Platform MCU (MH2)  (KB) (KB) Radio Standard Capacity IDS Tier
CC2420 / IEEE 2xAA (3,000 Tier 1-RF
TelosB TI MSP430F1611 8 10 48 802.15.4 mAh) only
Tier 1-
Severely
constrained
. CC2420 / IEEE 2xAA (3,000 (4 KB
MicaZ ATmegal28L 7.3 4 128 802.15.4 mAh) SRAM:
statistical
pre-filter
only)
. CC2420 / IEEE 2xAAA (1,200 Tier 1 - RF
Zolertia Z1 TI MSP430F2617 16 8 92 802.15.4 mAh) only
Zolertia RE-Mote ARM Cortex-M3 32 32 512 802.15.4 + BLE LiPo 600 mAh Tier 1-2
ESP32-WROOM-32 Xtensa LX6 Dual 240 520 4,096 Wi-Fi 802.11n + BLE5 LiPo 3,000 mAh Tier 2-3
nNRF52840-DK I\AA'Z';" Cortex- ¢, 256 1,024 802.15.4 + BLE 5 Li-ion 3,400 mAh  Tier 2-3
ZR\'j‘jpbe"y P zero 85;\(’1' Cortex-AS3 1 000 512,000 MicroSD  Wi-Fi 802.11 big/n LiP0 5,000 mAh  Tier 3 - Full
Tier 2-3 -
ARM Cortex-M33 ARM  Cortex- Emulated
~64 256 512 N/A (emulation) N/A profiling
(emulated) M33
target
(QEMU); not
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physically

deployed

Although there is significant research in the field of WSN intrusion detection using ML since 2016, the majority of
published papers have four systematic limitations that limit their scientific validity and practical deployment, as
summarized in Table 1. First, most studies assess on a single benchmark data set and do not offer generalization evidence
across data sets that would differentiate actual algorithmic learning from overfitting by the algorithm on that data set.
Second, computational feasibility studies are often limited to the timing of training on server class systems and an analysis
of the latency while performing inference on representative embedded targets is not considered. Second, the feasibility of
the computational analysis is typically performed by considering only the training time on server class systems and not the
inference latency profile on real representative target devices to be deployed, thus the practicality of deployment is ignored.
Third, ensemble approaches that exploit complementary algorithmic diversity remain underexplored, with most works
proposing single-algorithm solutions that forgo the accuracy and robustness improvements achievable through principled
multi-classifier combination. Fourth, adversarial robustness assessment—essential given documented adversarial attacks
against ML-based IDS systems is absent from virtually all published WSN IDS evaluations prior to 2022.

This paper directly addresses all four limitations through a unified evaluation framework. The five primary scientific
contributions are: (i) a comprehensive multi-algorithm, multi-dataset evaluation establishing genuine cross-domain
generalization of the proposed framework; (ii) a 47-feature WSN-specific feature engineering pipeline validated through
SHAP importance analysis to identify critical discriminating features for each attack class; (iii) a Bayesian-optimized soft-
voting ensemble achieving state-of-the-art 99.1% accuracy and 0.42% FPR on WSN-DS with stable cross-validation
variance of +0.024%; cross-validation variance; (iv) ARM Cortex-M33 embedded deployment profiling establishing a
tiered 1DS architecture across nine representative hardware platforms; and (v) systematic adversarial robustness evaluation
under FGSM and PGD attacks across six perturbation magnitudes, quantifying ensemble resilience and identifying the
LSTM component vulnerability that motivates future adversarial robust training research.

The remainder of this paper is organized as follows. Section 2 presents the literature review covering ML-based anomaly
detection, benchmark dataset evolution, adversarial robustness, and transfer learning approaches for WSN IDS. Section 3
details the complete methodology, including dataset characterization, attack taxonomy, preprocessing pipeline, feature
engineering, classifier configurations, and hardware deployment context. In Section 4, experimental results are provided
for eleven evaluation dimensions including the WSN-DS overall performance, WSN-DS per-class analysis, confusion
matrix, NSL-KDD cross-dataset evaluation, UNSW-NB15 cross-dataset evaluation, ROC-AUC analysis, state-of-the-art
comparison, computational profiling, adversarial robustness and the SHAP feature importance. Section 5 ends with
direction of future research.

2. Literature Review

2.1 Survey of Existing WSN Intrusion Detection Approaches

Study [12] originally surveyed the taxonomy of WSN intrusion detection research in a canonical survey in 2014, which
classifies and systematizes published IDS systems according to specification-based, statistical anomaly and machine
learning paradigms based on detection rate, false positive rate, communication overhead, energy consumption and
deployment complexity. The survey has found that adaptive ML methods are the most promising method for multi-class
attack detection in dynamic WSN environments but the lack of standardized WSN specific benchmark datasets is the main
obstacle in comparative evaluation. In Study [9]later reviewed the trends of ML in WSN security and found that in the
literature before 2016, two main shallow classifiers, namely Random Forest and SVM, were widely used, while, since
2017, recurrent and convolutional neural network architectures started to steadily replace shallow classifiers, and the
datasets UNSW-NB15 and WSN-DS were increasingly used for benchmarking[10][11].

Study [13] proposed a Naive Bayes classifier for LEACH-protocol WSN anomaly detection, achieving 91.3% accuracy
but 8.7% FPR on KDD Cup 1999 data. This false positive rate is operationally unacceptable in low-traffic WSN
deployments where each false alarm triggers energy-consuming diagnostic procedures: at a typical LEACH cluster data
rate of 12 packets per minute and 8.7% FPR, a cluster-head node would generate 1.04 false alarms per minute, draining
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approximately 11.2 pJ per false-alarm-triggered diagnostic response and consuming an estimated 16.1 mWh per day in
false alarm overhead alone—14% of a TelosB node's daily energy budget at 10% duty cycle. In study [14], improved upon
this through PCA-based feature decorrelation, reducing FPR to 6.1% whilst improving accuracy to 93.4%, but remained
limited to binary normal/attack classification without multi-class attack identification capability essential for targeted
incident response.

Study [15] proposed a Restricted Boltzmann Machine (RBM) framework achieving 94.7% accuracy on NSL-KDD with a
two-layer architecture (784-hidden-256-unit structure) trained via contrastive divergence with a learning rate of 0.01. The
reported 143 ms per-inference latency on an 8-bit microcontroller simulation—exceeding the 500 ms LEACH steady-state
inter-packet interval—highlighted the critical computational feasibility barrier. In contrast, the proposed RF configuration
achieves 6.2 ms inference on an ARM Cortex-M33 target, a 23-fold latency improvement that enables real-time
classification of every LEACH data packet without network-observable delays. This improvement is achieved through the
structural difference between tree-based ensemble inference (lookup-table-like operations) and Boltzmann machine
inference (matrix multiplication-dominated computation).

In study [16], an LSTM was trained in a federated manner in fog computing nodes for distributed 10T attack detection,
which was able to achieve an accuracy of 96.2% on UNSW-NB15. It achieved around 40% decrease in communication
overhead per node compared to centralised training with model gradients aggregation instead of communication of raw
data, which shows that collaborative ML works well for network security applications. LSTM architectures were shown to
be well suited for temporal modelling, an ability that proved to be extremely useful when it came to detecting stateful,
multi-step attack sequences: a compact multi-step attack of progressive blackhole node compromise played out over 15—
45 seconds of LEACH operation has evident temporal signatures that span 8—15 successive routing protocol interactions,
and cannot be confidently detected by analyzing individual packet features. This discovery encourages the addition of the
LSTM in the proposed ensemble even when the computation time is higher (18.1 ms for inference, 61.8 KB RAM) than
that of RF (6.2 ms, 47.3 KB RAM).

The landmark study performed by Study [17] on WSN-DS, showed the superiority of Random Forest with 97.3% accuracy
in five traffic categories, which is 1.8% less than the proposed ensemble. They have built an ecologically valid benchmark
for the field with their LEACH-protocol simulation environment, which includes realistic cluster formation, data
aggregation and energy depletion dynamics. It was yet, however, a limited evaluation that did not include deep learning
algorithms, adversarial robustness assessment or embedded feasibility profiling. In [18] IDS architecture is proposed and
is a hierarchical architecture with two tier, where statistical pre-screening is done at cluster members and suspicious events
are forwarded to cluster heads for RF classification which reduce computation at per-node by 73% at the trade-off of
introducing cluster-head single-point-of-failure security vulnerabilities that are 95.1% accurate.

In Study [19] adversarial machine learning attacks against IDS systems were systematically characterized and they showed
that adversarial traffic crafted using FGSM resulted in accuracy drops of 34% (RF) and 41% (neural network). The attack
takes advantage of the IDS model's gradients to generate network packets whose feature vectors fall in the learned decision
boundaries, but stay within the range of legitimate packets, which is technically possible against the IDS deployed in the
network by any adversary whose model architecture can be learned and/or known by the adversary. Study [19] showed that
ensemble diversity is inherently adversarial robust: Disagreement between classifiers in an ensemble Q > 0.25 maintained
accuracy above 95% even when classifiers' accuracy was below 70% when perturbed. The proposed ensemble's Q = 0.31
is in this theoretically validated robustness regime and this is why the accuracy of the proposed ensemble is observed as
87.3% at FGSM €=0.10 whereas the accuracy of the LSTM component is observed as 71.4% at FGSM &=0.10.

In Study [21] the authors studied transfer learning to WSN IDS with Maximum Mean Discrepancy (MMD) domain
adaptation with the median heuristic to determine the kernel bandwidth. For deployments where it is impractical to collect
attack data from the target domain, transfer from NSL-KDD (enterprise TCP/IP) to a physical LEACH WSN testbed
yielded an 89.4% detection accuracy, a result that is practically significant. The results under protocol-mismatch conditions
(OLSR versus LEACH) showed that protocol-aware domain adaptation is important, and that WSN-specific benchmark
datasets, like WSN-DS, are better source domains for WSN IDS transfer learning than enterprise network datasets, resulting
in accuracy dropping to 76.2%.

In [22] the researchers employed the Graph Neural Networks for WSN intrusion detection system by implementing the
Graph Attention Networks (GAT) and the accuracy obtained was 98.1% for topology-level attacks. They approach the
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WSN as an attributed graph G = (V, E) with nodes V defined as sensor nodes, and features attached to them: information
about the routing table, energy levels, and traffic statistics, and edges E defined as active communication links between
nodes. Graph attention layers learn edge weight functions to detect abnormal connectivity patterns typical of wormhole
and sinkhole attacks. This one however assumes full global network topology knowledge, which is impossible in WSNs
when the topology discovery is faulty, or under Sybil attacks that corrupt the global topology, and only yields 98.1%
accuracy compared to the proposed ensemble’s accuracy of 99.1% even though it requires significantly more computational
resources (47 minutes versus 37.1 seconds for XGBoost using equivalent hardware).

2.2. Critical Comparison of Existing Research and Research Gap Analysis

Table 2 summarizes 10 representative published works on WSN and loT IDS, and evaluates each using six critical criteria:
support for multiple-class classification, WSN-specific feature engineering, embedded feasibility validation, adversarial
robustness assessment, and cross-validation reporting and ensemble diversity exploitation. The four recurring constraints
that emerge in the literature are highlighted in this structured comparison. First, 8 of 10 are evaluated on a single dataset,
and do not offer anything in the way of cross-domain generalization. Secondly, 7 of 10 do not have an embedded
deployment feasibility analysis. Third, none of 10 [19] consider adversarial robustness, let alone suggest a remedy. Fourth,
there is a lack of diversity maximization in 2/10 of the methods using ensemble methods, where neither of them are based
on the Q-statistic framework. These four gaps are the basis for the unified framework that is proposed in this study.

Table 2. Critical Comparison of Existing WSN/IoT IDS Research: Evaluation Criteria and Identified Shortcomings

WSN- Embedde

Study / Algorith  Dataset(s !\_/Iult Specific d Adversarial \C/;?iidsa:\tio Ensemble  Primary
Ref. m ) Used Class Feature Feasibilit Robustness n Diversity  Shortcoming
y
Binary; 8.7%
In . FPR; outdated
study [1 galve KDD99 X X X X X X dataset; no WSN
ayes only .
3] features; no
feasibility
Binary only; no
In topology
study [1 E%A + En?D% X X X X P X features; no
4] y embedded
profiling
143 ms latency
In NSL- infeasible on
study [l RBM v X P X X X motes; no WSN
KDD only - e
5] features; single
dataset
Requires fog
In UNSW- infra; no WSN
study [1 'ESJA'\f/ * NBI15 v X X X X X features;  no
6] 9 only embedded
profiling
Single dataset;
In no deep learning;
study [1 Random WSN-DS v P X X P X no adversarial
Forest only .
7] eval; no
ensemble
In ) CH single-point-
study [1 2-tier RF WSN-DS v P P X X X of-failure; no
only :
8] adversarial
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WSN- Embedde

Study / Algorith  Dataset(s :\_/Iult Specific d Adversarial S;ﬂ;s;tio Ensemble  Primary
Ref. m ) Used Class Feature Feasibilit  Robustness n Diversity ~ Shortcoming
y
robustness;
limited features
Demonstrates
In NSL- vulnerability;
study [1 RF+NN v X X v X X proposes no
KDD only )
9] countermeasure;
single dataset
Enterprise only;
In no WSN
NSL- features; no
Zt]udy [1 Ensemble KDD only v X X NG P N embedded
profiling; no
topology
89.4% accuracy;
In LSTM + NSL- negative transfer
study [2 T KDD—-W P X X X X under  protocol
ransfer ; .
1] SN mismatch;  no
multi-class
Requires global
In topology
GNN- Custom knowledge;  4-
%udy [2 GAT WSN P v X X X X class only; no
cross-dataset
eval
QEMU
emulation only;
no physical
WSN  testbed;
Propose LSTM
d Soft-Vote adversarially
Ensembl  Ensemble 3 Datasets v/ v v v v v vulnerable
e (—25.8 pp at
£=0.10); no
deployed
adversarial
defence

The comparative analysis in Table 2 makes the research gap explicit. No existing published work simultaneously satisfies
all six evaluation criteria. The proposed framework is specifically architected to close all six gaps: (i) multi-class 5-class
WSN-DS evaluation; (ii) 47-feature pipeline incorporating WSN topology observables absent from all 9 prior works; (iii)
ARM Cortex-M33 embedded profiling across 9 hardware platforms; (iv) FGSM and PGD adversarial robustness evaluation
across 6 perturbation magnitudes; (v)5-fold stratified cross-validation; McNemar’s test (p<0.05) confirmed statistically
significant accuracy differences between the full ensemble and each individual base classifier across all folds; and (vi)
Bayesian-optimised Q-statistic-tuned ensemble diversity.

3. Research Methodology

3.1. Framework Overview
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The proposed IDS framework is structured as a four-stage pipeline implemented in Python 3.11 using scikit-learn 1.3.0 for
classical ML algorithms, TensorFlow 2.13 with CUDA 11.8 acceleration for deep learning models, the Optuna 3.2
framework for Bayesian hyperparameter optimization, and SHAP 0.43.0 for feature importance analysis. All experiments
execute on an Intel Xeon W-2245 workstation (3.90 GHz, 8 cores, 64 GB DDR4 ECC RAM) with NVIDIA RTX A4000
GPU (6,144 CUDA cores, 16 GB GDDR®). Deployment feasibility assessment employs a QEMU ARM Cortex-M33
emulator running Zephyr RTOS v3.4 with hardware floating-point unit emulation enabled, configured to replicate the
computational characteristics of the nRF52840-DK and similar Cortex-M33-based sensor platforms. The complete

framework architecture is depicted in Figure 2.

Phase 1: Data Ingestion & Eng

ineering

Cross-Domain Benchmark Datasets
WSN-DS | NSL-KDD | UNSW-NB15

Y

Feature Extraction Engine

—

Network Topology

¥

Payload & Routing

Parallel Ensemble

Gradient Boosting

56.7% SHAP Importance Secondary Attributes
Phase 2: Model Training & Optimization
Bayesian Hyperparameter Tuning
Efficient Architecture Optimization
Random Forest XGBoost LSTM Network

Sequential Flow
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Soft-Voting Ensemble Engine

Aggregates prediction probabilities for minimal FPR

Phase 4: Edge-Optimized Deployment
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Yy

|
s
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Normal Traffic Flow
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Y
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Figure 2. Overview of the proposed four-stage ML-based IDS pipeline: (Stage 1) cross-domain data ingestion from NSL-KDD,
UNSW-NB15, and WSN-DS; (Stage 2) preprocessing and 47-feature WSN-specific engineering; (Stage 3) Bayesian-optimized
training of seven individual classifiers; and (Stage 4) soft-voting ensemble integration for real-time, multi-class WSN attack
classification.

3.2. Benchmark Datasets

Three complementary benchmark datasets are employed to provide cross-domain generalization validation, as
comparatively characterized in Table 3. NSL-KDD resolves the critical statistical limitations of the original KDD Cup 1999
dataset through the removal of 78% duplicate records and difficulty-level stratification across four record-difficulty
percentiles, ensuring that reported detection rates reflect performance on challenging traffic samples rather than trivially
distinguishable dominant-class samples. The five classes of the dataset (Normal, DoS, Probe, R2L, U2R) represent the
canonical taxonomy of IDS attacks, but are based on attack implementations from 2001, which do not necessarily match
today's application-layer exploitation methods. UNSW-NB15 tackles this time difference by including 10 attack categories
that are implemented in a professional environment using network traffic generation tools, in a controlled 2015 cyber range
environment. WSN-DS offers the first WSN-native evaluation benchmark that includes LEACH protocol traffic statistics
and attacks that implement WSN-specific attack to the routing protocol. We should recognize that both NSL-KDD and
UNSW-NB15 are not WSN native datasets, but are from enterprise TCP/IP and cyber-range environments, and do not
reflect LEACH routing dynamics and WSN topology features, sensor hardware constraints, etc. They are included for the
purpose of assessing cross-benchmark generalization capacity only, and not for the purpose of claiming equivalence to
WSN-specific validation. WSN-DS remains the primary and most ecologically valid benchmark for all WSN deployment
conclusions drawn in this study. To enable cross-dataset evaluation, the 38-feature pipeline was structured in two tiers.

The 17 dataset-agnostic features-comprising statistical flow features (inter-arrival time statistics, payload byte counts,
bidirectional traffic ratio, packet loss rate, burst packet count) and temporal features (EWMA packet rate, rate-of-change
of EWMA, OLS trend slope) are directly computable from raw packet captures across all three datasets. The 21 WSN-
native features, including LEACH Cluster Advertisement Rate, LEACH Join Request Rate, Routing Table Change
Frequency, Hop-Count Variance, and LQI Mean Deviation, are available exclusively in WSN-DS. For NSL-KDD and
UNSW-NB15 evaluation, these WSN-native features were substituted with the closest semantically equivalent TCP/IP
features: routing table dynamics were approximated by destination IP entropy and connection state change rate; LQI
deviation was approximated by TCP retransmission rate; hop-count variance was approximated by TTL variance. Those
features that did not have a semantic equivalent were zero-injected. This mapping was applied in both the training and test
partitions, and the cross-dataset results were indicative generalization bounds, not necessarily equivalent WSN performance
claims.

Table 3. Comparative Characterization of Three Benchmark Datasets

Property NSL-KDD UNSW-NB15 WSN-DS Remark
Total Records 148,517 2,540,044 374,661 UNSW-NB15 largest
Training Instances 125,973 2,032,035 299,729 80% split
Test Instances 22,544 508,009 74,932 Held-out
Feature Count 41 49 19 WSN-DS WSN-native
Attack Categories 5 10 5 Similar breadth

NSL-KDD oldest (2009);

Release Year 2009 (rev. 2016) 2015 2016 UNSW-NB15 mid-range

(2015); WSN-DS most
recent (2016)

Generation

Network simulation

Cyber range (IXIA)

LEACH simulation

WSN-DS most realistic
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Property NSL-KDD UNSW-NB15 WSN-DS Remark
PHY Features No No Partial (LQI) WSN-DS radio layer
Topology Features No No Yes WSN-DS unique

Worst Class Ratio

1:1,217 (U2R)

1:17,074 (Worms)

1:1.4 (Blackhole)

All need SMOTE

3.3. WSN Attack Taxonomy and Threat Model

The 14-class WSN attack taxonomy in Table 4 provides the threat model context for the proposed feature engineering
design. The four WSN-DS attack classes-Blackhole, Grayhole, Flooding, and Scheduling-represent network-layer threats
directly observable through LEACH routing protocol analysis and constitute the primary detection targets. The Blackhole
attack implementation in WSN-DS configures compromised nodes to forward route discovery advertisements with
artificially high remaining energy values and low hop-count estimates, attracting cluster membership traffic that the node
subsequently drops entirely, achieving 100% packet loss for all traffic routed through the compromised node. The Grayhole
variant drops packets with configurable probability p_drop = 0.35 in the WSN-DS default parametrization, creating
selective loss patterns that require cross-layer analysis combining LQI monitoring with routing table stability assessment
for reliable discrimination from legitimate interference-induced losses as shown in Figure 3.

Table 4. WSN Cyber-Attack Taxonomy (14 Classes): Mechanisms, Layer, and Detection Difficulty

Attack Layer Primary Mechanism Impact Difficulty Dataset
Blackhole NET Optimal route advert. + drop all ~ 100% traffic loss on path Medium WSN-DS
Grayhole NET Selective drop (30-70%) Partial dstg ;gj:’t mimics Very High WSN-DS

Not in
benchmark
Sybil NET Multiple fabricated identities ¥ Oté/routing integrity High datasets
collapse (custom
testbed
required)
Wormhole PHY/NET Covert tunnel between nodes Topology distortion; loops High Custom
Sinkhole NET Attract traffic via route cost Centrallse;)c:)ilrr]]:erceptlon High Custom
Flooding/DoS MAC/NET Channel / buffer saturation Network unavailability Low All datasets
Scheduling APP TDMA slot manipulation Clock desynchronisation Medium WSN-DS
Selective Fwd NET Probabilistic suppression Data integrity loss Very High NSL-KDD
Vampire/Depletion MAC Force active state via traffic Energy exhaustion in hours High Specialist
Jamming PHY Continuous RF interference Complete link denial N/A PHY testbeds
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Hierarchical WSN Topology

Physical Placement of Hardware & Roles

Tier-3 Edge IDS Execution (Cluster Head)

Target Platform: ARM Cortex-M33 Emulator Environment

Base Station (Sink)
Global Data Aggregation

Operational Resource Bounds
SRAM Footprint: 47-112 KB | Inference Latency: <25 ms

Tier-3
Cluster Head

Tier:3_
Cluster Head

—_—— =

Tier-1 Node Constraints {Leaf Sensors)

Hardware: 8-16 MHz Processor | <10 KB SRAM
Role: Limited to Data Forwarding Only

_______________ % oo e o e o L o
i Soft-Voting Ensemble Engine t

Traffic Ingress & Packet Sniffer

v

Live Feature Extraction
(Extracts Topology & Routing Attributes)

Random Forest XGBoost LSTM Sequencer

Probability Aggregator (Minimizes FPR)

Intrusion Resolution & Mitigation

:
1

1

H

1 Action: Intercept and Drop Malicious Packets.
B Alert: Isolate Attacker from WSN Topology
1

Figure 3. Hierarchical edge-optimized deployment architecture, illustrating the physical separation of resource-constrained Tier-1
sensor nodes from the computationally capable Tier-3 Cluster Heads executing the IDS ensemble.

3.4. Data Preprocessing Pipeline

Data preprocessing applies a sequence of operations enforcing strict data leakage prevention by fitting all transformation
parameters exclusively on the 80% training partition. SMOTE oversampling is applied solely within the training partition
after the train/test split, ensuring no synthetic samples from minority classes contaminate the held-out test set and
confirming the absence of data leakage. Multivariate Imputation by Chained Equations (MICE) with 10 iterations handles
continuous feature missing values using predictive mean matching, whilst modal imputation addresses categorical missing
values within class-stratified partitions. Robust Scaling normalizes features using the interquartile range as the scale
parameter rather than standard deviation, providing resistance to outlier traffic burst values that would bias z-score scaling
in WSN environments with legitimate duty-cycle-induced traffic spikes as shown in Figure 4.
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Internal Logic of the Soft-Voting Ensemble Engine
Parallel Probability Generation, Aggregation, and Multi-Class Decision Mechanics

Random Forest Model RF Probabilities
> Parallel Decision Trees L Normal Traffic Score '™ 73
(Focus: Structural Anomalies) Blackhale & Grayhole Scores .
Soft-Voting Aggregator Argmax Decision
h Averages Probability Scores CEERIEIEED
Input Data Vector —~— XGBoost Classifier —~— XGB Probabilities Across All Three Models —_ Average Score
Network y Features Ll Gradient Boosting Lt Normal Traffic Score [~~~ > |
b > § Blackhal
& e S (Focus: Payload Dimensions) NIRRTy Balances Variations & Final Classification:
= Minimizes False Positives
' BLACKHOLE
THREAT
LSTM Network LSTM Probabilities 5
> Deep Sequential Flow —> Normal Traffic Score r=--
(Focus: Time-Series Tracking) Blackhole & Grayhole Scores|

Figure 4. Internal logic of the soft-voting ensemble engine, demonstrating parallel probability generation across RF, XGBoost, and
LSTM models, followed by aggregation to minimize False Positive Rates (FPR).

3.5. Feature Engineering and Selection

The 47 feature engineering pipeline in Table 5 groups features into four functional categories. The Statistical Flow Features
group (12 features, MI range 0.29-0.64) contains moment statistics, extremes, ratios and derived statistics of the
distributional properties of per-flow packet inter-arrival times, per-flow payload byte counts and session characteristics:
mean, variance, skewness, kurtosis, maximum, bidirectional traffic ratio, packet loss rate, coefficient of variation, burst
packet count, flow duration. The Temporal Features group (11 features, Ml range 0.31-0.59) includes features representing
the continuity of patterns in time-series traffic data, based on exponentially weighted moving averages, in which the decay
parameter A=0.125 is selected to apply to the traffic data and is determined so as to trade off responsiveness to traffic
changes for sensitivity to noise, as well as on linear regression trend slopes and sustained anomaly duration measures,
which capture the evolution of attacks that is not apparent in the individual features observed at a given instant.

The Protocol and Header Features group (14 features, with range of 0.36-0.67) includes MAC-layer frame type distribution
histograms (8 frame type bins), LEACH cluster advertisement frequency (MI1=0.67, highest within the group), LEACH
joinrequest rate (MI1=0.62), cluster-head election frequency (M1=0.58), ACK-to-data frame ratio (M1=0.47), control packet
overhead ratio, routing table entry count, beacon interval deviation, duplicate route advertisement count, Route
Request/Route Reply (RREQ/RREP) ratio, source port entropy, destination port entropy, and TTL value distribution. The
Network Topology Features group (10 features, MI range 0.44-0.81) provides WSN-specific discriminative information
unavailable to conventional IDS approaches: routing table change frequency (MI=0.81, highest globally), hop-count
variance (M1=0.74), LQI mean deviation (M1=0.72), and six additional topology metrics. RFECV feature selection retains
38 of 47 features, eliminating three statistical features (feature 23 duplicate, flow duration, and source port entropy) and
six low-MI features. The retained 38-feature set achieves equal or superior classification performance to the full 47-feature
set on all benchmarks, achieving a 19% inference latency reduction on the embedded target due to reduced input
dimensionality, as illustrated in Figure 5.
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WSN Threat Dynamics & ML Feature Extraction Vector

Comparing topological routing behavior and resulting metrics analyzed by the Ensemble IDS

State 3: Grayhole Attack
Selective Probabilistic Packet Dropping

State 2: Blackhole Attack
Malicious Node Drops 100% of Packets

State 1: Normal Traffic
Standard Multi-hop LEACH Routing

Cluster Cluster Cluster
Head Head < Head L)

.0 .
* :
¢, s65%Fwd | Fake Optimal

100% Fwd s ¢ 0% Fwd (Drbpfaﬂe Optimal ' '
Yo " Route Adv. i | ~35%Drop: Route Adv.
PPN H ' i H
s dma, H LR 3
Relay Maliciouy i ! Maliciou§ i :
Node s Node ; s Node ;
“.-!" “.-"'

100% Tx 100% Tx 100% Tx

Source
Sensor

Source
Sensor

Source
Sensor

Extracted ML Features (Normal)

[Fwd_Rate: 1.00, Drop Rate: 0.00]
[Advertised Hop_Count: Actual]

Extracted ML Features (Anomaly)

[Fwd_Rate: 0.00, Drop_Rate: 1.00]
[Advertised_Hop_Count: Fake/0]

Extracted ML Features (Stealth)
[Fwd_Rate: 0.65, Drop Rate: 0.35]
[Advertised_Hop_Count: Fake/0]

Figure 5. Comparative threat dynamics within the LEACH routing protocol, illustrating how Normal, Blackhole, and Grayhole
behaviors uniquely alter the topological feature vectors extracted by the machine learning models.

Table 5. Feature Engineering Pipeline: 47 Features with Category, MI Score, and Attack Sensitivity (Sample, 15 of 47)

# Feature Name Category MI Score Primary Attack Sensitivity
1 Mean Packet Inter-Arrival Time Statistical 0.41 DoS, Flooding

2 Variance of Inter-Arrival Time Statistical 0.61 DoS, Scheduling

6 Mean Payload Byte Count Statistical 0.52 Shellcode, Exploits

9 Bidirectional Traffic Ratio Statistical 0.56 Blackhole, Grayhole

10 Packet Loss Rate Statistical 0.64 Grayhole, Blackhole

13 EWMA Packet Rate (A=0.125) Temporal 0.55 Flooding, Scheduling

15 Rate-of-Change of EWMA Temporal 0.48 Grayhole, Flooding onset
20 Trend Slope (20-sample OLS) Temporal 0.46 Progressive Blackhole
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# Feature Name Category MI Score Primary Attack Sensitivity
25 LEACH Cluster Advert Rate Protocol 0.67 Scheduling, Blackhole

26 LEACH Join Request Rate Protocol 0.62 Blackhole, Flooding, Sybil
28 ACK / Data Frame Ratio Protocol 0.47 Selective Forwarding

37 Routing Table Change Freq. Topology 0.81 Blackhole, Grayhole, Wormhole
38 Hop-Count Variance Topology 0.74 Sinkhole, Wormhole

39 LQI Mean Deviation Topology 0.72 Grayhole (primary discriminator)
47 Intra-Cluster Traffic Ratio Topology 0.44 Blackhole, Grayhole

3.6. Classifier Configurations and Ensemble Integration

Seven classifiers are individually configured and optimized using 200 Bayesian TPE hyperparameter trials on the validation
partition, as detailed in Table 6. The LSTM network processes 20-timestep sequential traffic observation windows-
corresponding to approximately 10-30 seconds of LEACH steady-state cluster operation depending on cluster size and
data rate-through two stacked LSTM layers (128 and 64 units)followed by dropout regularization (rate=0.30) and a 5-class
softmax output layer. Training employs the Adam optimizer with cosine annealing learning rate scheduling over 100 epochs
with early stopping (patience=10) monitoring validation categorical cross-entropy loss. The Autoencoder employs a
symmetric encoder-decoder architecture with layer dimensions 38—20—12—8—12—20—38 (symmetric bottleneck),
trained to minimize mean squared reconstruction error on normal traffic samples exclusively, with anomaly scores
computed as per-sample reconstruction error evaluated against a threshold determined by the 95th percentile of validation-
set normal traffic reconstruction errors.

Ensemble soft voting integrates RF, SVM, XGBoost, LSTM, and Isolation Forest through learned combination weights
simultaneously optimized via 200 Bayesian TPE trials. The optimized weights (RF=0.28, SVM=0.19, XGB=0.25,
LSTM=0.21, IF=0.07; sum=1.00) reflect both individual classifier validation performance and inter-classifier disagreement
contributions to ensemble diversity. The Isolation Forest receives the lowest weight (0.07) despite its highest adversarial
robustness, reflecting its 89.7% base accuracy substantially below the supervised classifier baseline—it contributes most
value through anomaly score diversity rather than raw classification accuracy as shown in Figure 6.

100% — — 1.0

05% —| -
- - o.a

0% - -

- o6

85% —| P

Aceuracy (%)
Cross-Entropy Loss

80% —| . =

- 0.2
75% —f

TO% T T T T T T T T T o.0
& 10 15 EL] 25 30 as 40 45 50

Training Epochs

Figure 6. Dual-axis learning curve for the LSTM sequence model, highlighting accuracy convergence and cross-entropy loss over 50
epochs, with early stopping triggered at Epoch 32 to prevent overfitting.
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Table 6. Classifier Hyperparameter Configurations after Bayesian TPE Optimization (200 Trials)

Classifier Key Hyperparameter Search Range Optimal Value Vax%ag on
Nestimators [50-500] 200 0.9976
Random Forest [sqrt, log2, 0.3—
MaXfeatures ' T sqrt -
0.9]
C (regularisation) [0.1-1,000] 10.0 0.9934
SVM (RBF)
gamma [le-5-1.0] 0.01 -
Nestimators [10071,000] 500 0.9961
XGBoost
MaXdepth / learningrate [3712(]) g:ll:OOJf 6/0.05 -
LSTM units (L1 /L2) [32’25’5%]’ [16- 128/64 0.9948
LSTM (T=20) Sequence length T [5-50] 20 -
Dropout rate [0.1-0.5] 0.30 -
i Nestimators [5&500] 200 0.9823
Isolation Forest
contamination [0.01-0.25] 0.083 -
Bottleneck dim [4-32] 8 0.9857
Autoencoder
Architecture — 38—20—12—8—12—20—38 -
k (neighbours) [3-21] 7 0.9891
k-NN (k=7) .
Weight function [dulg,[';ﬁ::r:] distance -
RF/SVM/XGB/LSTM/IF RF=0.28 / SVM=0.19 /
weights (Autoencoder XGB=0.25/LSTM=0.21/
Ensemble and k-NN evaluated [0-1] each IF=0.07 (AE and k-NN: 0.9991
individually but excluded standalone evaluation only;
from ensemble voting) sum=1.00)
4. Results

4.1 Overall Performance on WSN-DS

Based Table 7 presents the comprehensive eight-metric performance evaluation of all seven individual classifiers and the
proposed full ensemble on the WSN-DS test partition (74,932 instances, five classes). The ensemble achieves the highest
performance across every reported metric: 99.1% accuracy, 98.97% precision, 98.87% recall, 98.87% macro-averaged F1-
score, 0.42% FPR, 0.989 Matthews Correlation Coefficient, 98.89% balanced accuracy—establishing clear superiority over
all individual base classifiers across every reported metric. The RF+XGB sub-ensemble achieves 98.8% accuracy at 11.6
ms inference, representing the optimal performance-efficiency trade-off for Tier 2 relay nodes with 128 KB SRAM.
XGBoost demonstrates the most computationally efficient supervised classifier option at 5.4 ms inference and 37.1 seconds
training time. The SVM (RBF) training time of 312.7 seconds was achieved using scikit-learn's libsvm implementation
with the “rbf” kernel and a cache size of 2,000 MB, which avoids full kernel matrix materialization through kernel caching;
this accounts for the sub-quadratic effective training cost on the 299,729-sample partition. 23.4x faster training than LSTM
(1,847 seconds) with only 1.2 percentage-point lower accuracy.
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Table 7. Full Performance Evaluation on WSN-DS Test Partition (74,932 Instances, 5 Classes)

Col. Train
Classifier AC?(‘,J/;)""CV Pr(z(():/i;ion R(‘f;f;” F1 (%) ?;)F; McC B(QOC)C T(iS]e
Random Forest 98.40 98.31 9827 9821 071 0978 9832 483
SVM (RBF) 96.80 96.54 9673 9663 123 0960 9671 3127
XGBoost 97.90 97.82 9776 9779 084 0971 9778 371
LSTM (T=20) 97.20 97.11 9709 9710 107 0963 9712 1847
Isolation Forest 89.70 90.12 8734 871 031 0874 8821 226
Autoencoder 91.30 91.87 9044 9115 058 0901 9052 7432
k-NN (k=7) 95.10 94.83 9521 9502 174 0938 9518 08
RPeXGS TS“b' 98.80 98.74 98.71 9872 061 0985 9873 i
Full Ensemblet 99.10 98.97 9887 9887 042 0989  98.89 .

4.2. Per-Class Performance on WSN-DS

Table 8 details per-class performance metrics including False Negative Rate and Precision-Recall AUC for each of the five
WSN-DS traffic classes. Normal traffic achieves 100% precision and 99.7% recall, the ensemble is completely conservative
against false positive normal-traffic classification-reflecting the dominance of normal-traffic samples (28,200 of 74,932
test instances) in driving posterior probability estimates toward the normal class under ambiguous conditions. The Flooding
attack class achieves the highest attack-class Fl-score at 99.3%, attributed to the distinctive high-rate packet burst
signatures captured by the EWMA packet rate and inter-arrival time variance features that create large, cleanly separable
anomaly score distributions relative to normal traffic. The Grayhole class achieves the lowest attack F1-score at 97.8%
with a FNR of 2.0%, meaning 204 of 10,182 Grayhole test instances are misclassified—ypredominantly as Scheduling
attacks (67 instances) or Blackhole attacks (118 instances), reflecting shared routing manipulation characteristics across
these three attack classesThe ROC curves and robustness profiles are presented in Figure 7 and Figure 8.

Table 8. Per-Class Performance of Proposed Ensemble on WSN-DS (74,932 Test Instances)

Class Precision (%) Recall (%) F1 (%) FPR (%) FNR (%) AUCPR Support (n)
Normal 100.00 99.70 99.85 0.00 0.30 1.000 28,200
Blackhole, Sybil 99.10 98.70 98.90 0.90 1.30 0.9934 12,244
Grayhole 97.60 98.00 97.80 2.40 2.00 0.9881 10,182
Flooding 99.50 99.10 99.30 0.50 0.90 0.9967 14,072
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Class

Precision (%) Recall (%) F1 (%) FPR (%) FNR (%) AUCPR Support (n)
Scheduling 98.30 97.90 98.10 1.70 2.10 0.9912 10,234
Weighted Average 98.90 98.68 98.79 0.42 1.13 0.9952 74,932

Receiver Operating Characteristic (ROC) Analysis
Validation across 10-Fold Cross-Validation on the WSN-DS Benchmark
1.0 -
0.8 Lot .
Macro Zoom: High TPR Region
3 0.99
% 0.6 B
8
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—LSTM Neﬁwurk: 0.965
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False Positive Rate (FPR)

Figure 7. Receiver Operating Characteristic (ROC) curves showing the ensemble’s superior AUC of 0.998, with a macro-zoom
highlighting near-perfect sensitivity in the low false-positive region.
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Figure 8. Model robustness evaluation demonstrating the proposed ensemble’s ability to maintain high detection accuracy as the
density of malicious nodes in the network increases.

4.3. Confusion Matrix Analysis

Table 9 presents the full 5x5 confusion matrix forthe proposed ensemble on the WSN-DS test partition. Among Normal-
class predictions, 28,115 instances are correctly classified while 72 are misclassified as Grayhole, dominating the first row.
The primary inter-attack confusion pattern is Grayhole—Blackhole (118 instances, 1.16% of Grayhole test set) and
Blackhole—Grayhole (134 instances, 1.09% of the Blackhole test set), confirming the expected ambiguity between
selective and complete packet dropping behaviours. Scheduling attacks exhibit the highest cross-class confusion rate
(9.11% combined misclassification), with 99 instances misclassified as Flooding attacks and 84 as Grayhole-reflecting the
common element of TDMA slot manipulation present in both Scheduling and the temporal packet spacing anomalies of
Grayhole attacks.

Table 9. Confusion Matrix: Proposed Ensemble on WSN-DS Test Partition (74,932 Instances)

Actual \ . . Correct

Predicted Normal Blackhole Grayhole Flooding Scheduling Total True (%)
Normal 28,115 0 72 13 0 28,200 99.70 %
Blackhole 0 12,083 134 0 27 12,244 98.69 %
Grayhole 0 118 9,938 67 59 10,182 97.61 %
Flooding 0 0 83 13,945 44 14,072 99.10 %
Scheduling 0 31 84 99 10,020 10,234 97.91 %
(Tn‘;ta' Predicted 28,115 12,232 10,311 14,124 10,150 74,932 _
Precision (%) 100.00 98.78 96.38 98.73 98.72 — 98.87 %

4.4. NSL-KDD Cross-Dataset Evaluation

Table 10 presents the per-category performance of the proposed ensemble on the NSL-KDD test partition. The ensemble
achieves strong overall results with 97.70% precision, 98.00% recall, and 98.30% F1-score, with a low false positive rate
of 2.30%. Per-class figures are best for Normal and DoS classes, and worst for U2R because of the very limited number of
test cases (only 67) and the resulting inability to reliably statistically evaluate the figures. The Precision—Recall comparison
of all the tested models in the WSN attack detection is shown in Figure 9. The proposed ensemble is able to achieve
maximum area under the precision-recall curve (AUPRC: 0.994) with a high precision over all range of recall. The
performance of XGBoost, Random Forest and LSTM are also competitive, but the curves show the earlier degradation
under high-recall regime. The above results show that the ensemble achieves the most accurate and reliable detection for
imbalanced attack class distributions.

Table 10. NSL-KDD Per-Category Performance of Proposed Ensemble (22,544 Test Instances)

Category P”:g);'”” R(%;)a)" F1 (%) ';;5 Su?r?)ort Key Attack Examples
Normal 98.90 99.20 99.05 1.10 9,711 Legitimate TCP/UDP/ICMP traffic
DoS 99.40 98.80 99.10 0.60 7,458 Neptune, Smurf, PoD, Teardrop
Probe 98.10 97.50 97.80 1.90 2,421 Satan, IPsweep, Nmap, Portsweep
R2L 93.80 94.80 94.30 6.20 2,199 FTP-write, Guess-password, phf
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Category Pr(zg/lj)lon R(%;f;” F1 (%) I(:(;’F; Su;()r?)o rt Key Attack Examples
UZR 9020 9340 9170  9.80 67 Buffer-overflow, Rootkit,
Loadmodule, Perl
Overall 97.70 9800 9830 2.30 21,856 Normal, Dos, Probe, R2L, UZR

(weighted avg)

Precision-Recall (PR) Curve Comparison

Muiti-Class Aggregated Performance on Imbalanced WSN Attack Vectors

Precision (Positive Predictive Value)

0.0

Area Under PR Curve (AUPRC)

Proposed Ensemble: 0.994
XGRoost: 0.678

Random Forest: 0.961
= LSTM Network: 0.954

0.0

0.5

Recall (Detection Sensitivity)

Figure 9. Precision-Recall performance comparison highlighting the ensemble’s high positive predictive value (AUPRC: 0.994) across

imbalanced attack classes.

4.5. UNSW-NB15 Cross-Dataset Evaluation

Table 11 gives the results of the proposed ensemble per category on the UNSW-NB15 test partition (508,009 instances).
The framework shows high performance overall, having a precision of 97.40%, a recall of 97.80%, an F1 of 97.60%, and
a false alarm rate of 2.60%, which demonstrates its capability of reliable detection of both normal and attack traffic with a
very low false alarm rate. Normal, Analysis and Backdoors are the categories that show best results. The lowest per-class
result achieved is for Shellcode (Precision: 93.60%, Recall: 94.60%, F1: 94.10%), due to the small number of samples in
the class as well as the signature of the binary payloads in the class being somewhat similar to the signature in the Exploits
class at the feature level. The effect of the synthetic network noise on the multi-class identification F1-scores for all the
tested models is shown in Figure 10. Noise resilience is best exhibited by the ensemble proposed in this paper, with
increasing synthetic packet loss (from 0% to 25%) and the ensemble still achieving high F1 scores. In contrast, XGBoost,
LSTM, and Random Forest show more distinct degradation at 20-25% noise, with Random Forest relative performance
dropping the most, with diversity in the ensemble sustaining relatively stable performance.

Table 11. UNSW-NB15 Per-Category Performance of Proposed Ensemble (508,009 Test Instances)

Category Precision (%) Recall (%) F1 (%) FPR (%) Support (n) Key Traffic Signature
Normal 98.40 98.80 98.60 1.60 318,702 Baseline TCP/UDP application
traffic
Fuzzers 97.20 96.90 97.05 280 24.246 Random or malformed protocol field

injection
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Category Precision (%) Recall (%) F1 (%) FPR (%) Support (n) Key Traffic Signature

Port scan, HTML injection, PDF

Analysis 98.70 97.90 98.30 1.30 2,677 .
exploits

Covert remote-access channel

Backdoors 98.90 98.60 98.75 1.10 2,329 :
establishment
DoS 97.80 97.40 97.60 2.20 16,353 HTTP / TCP / UDP service
unavailability
Exploits 96.10 95.80 95.95 3.90 44,525 Known CVE exploitation traffic
patterns
Generic 97.40 97.00 97.20 2.60 58,871 Protocol-agnostic attack signatures
Reconnaissance 95.40 96.20 95.80 4.60 13,987 Ne“"’ork(}?’po'ogy and host
iscovery
Binary shellcode execution and
Shellcode 93.60 94.60 94.10 6.40 1,511 oapsory injoction
Worms 96.80 96.30 96.55 3.20 808 Self-replicating worm network
propagation
Overall 97.40 97.80 97.60 2.60 484,009 All 10 categories (weighted avg)

Identify Adversarial Grayhole Blackhole Dynamics

Quantifying model capability to identify steafthy, selective packet drops under severe network noise
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Figure 10. Impact of synthetic network noise on identification F1-scores, illustrating the ensemble’s resilience in distinguishing
stealthy Grayhole attacks from physical packet loss.

4.6. ROC-AUC Analysis

Table 12 shows the ROC-AUC and Precision-Recall AUC results on three benchmark datasets, WSN-DS, NSL-KDD and
UNSW-NB15, for all the classifiers studied. The mean AUC of 0.9976 and the minimum cross-dataset standard deviation
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of 0.0014 achieved by the Full Ensemble represent the best accuracy and the best cross-dataset stability, respectively,
among the three ensembles. The individual classifiers have larger variance, with the highest being Isolation Forest (standard
deviation 0.0064), being highly sensitive to the class distribution assumptions made for the datasets. The RF+XGB Sub-
Ensemble offers a solid compromise also at mean AUC 0.9961, and is suitable for deployment where the memory overhead
for the LSTM is not feasible. The results validate the claim of classifier combination that it always outperforms any base
learner in terms of accuracy of detection, cross-domain robustness and performance stability.

Table 12. ROC-AUC Comparison: All Classifiers x Three Benchmark Datasets

UNSW-
- WSN-DS WSN-DS NSL-KDD
Classifier AUC-ROC AUC-PR AUC-ROC NB%QSOA(\:UC- Mean AUC Std. Dev.
Random Forest 0.9976 0.9961 0.9941 0.9912 0.9948 0.0028
SVM (RBF) 0.9934 0.9901 0.9887 0.9841 0.9891 0.0039
XGBoost 0.9961 0.9944 0.9929 0.9898 0.9933 0.0027
LSTM 0.9948 0.9927 0.9911 0.9876 0.9916 0.0030
Isolation Forest 0.9823 0.9779 0.9741 0.9698 0.9760 0.0053
Autoencoder 0.9857 0.9823 0.9804 0.9762 0.9811 0.0040
k-NN (k=7) 0.9891 0.9861 0.9834 0.9791 0.9844 0.0042
RF+XGB Sub-Ensemble 0.9984 0.9971 0.9958 0.9941 0.9963 0.0018
Full Ensemble 0.9991 0.9982 0.9974 0.9963 0.9977 0.0012

4.7. State-of-the-Art Comparison

In Table 13, we compare the results of our method with nine recently published approaches that were tested on the same
benchmark datasets. The proposed ensemble outperforms all referenced methods in accuracy (by 0.70-9.40 pp), F1-score
(by 0.88-8.13 pp), and FPR (by 0.29-8.28 pp). The state-of-the-art is currently linked to the chosen benchmark suite, and
not extended to more recent datasets, identified as an evaluation priority for the future, acknowledged as is the predate of
NSL-KDD (2009), UNSW-NB15 (2015) and WSN-DS (2016) towards contemporary 10T benchmarks such as TON_IoT
and CIC-10T-2023. The most competitive published alternative, GNN-GAT at 98.1% accuracy, requires complete global
network topology knowledge as input and was evaluated on a custom testbed with fewer attack classes than the WSN-DS
evaluation used here. The federated LSTM approach at 96.2% accuracy requires dedicated fog computing infrastructure
with reliable backhaul connectivity—an architectural assumption incompatible with resource-constrained or isolated WSN
deployments. The proposed ensemble achieves superior performance without either of these architectural constraints,
requiring only locally observable traffic statistics available at individual sensor cluster-head nodes.

Table 13. State-of-the-Art Comparative Analysis on Equivalent Benchmark Datasets
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Method / Ref.

Year

Dataset

Accuracy
(%)

F1 (%)

FPR
(%)

Algorithm

Limitation

Naive Bayes [13]

2021

KDD99

91.30

90.74

8.70

Naive Bayes

Binary
classification
only; 8.7%
FPR; outdated
KDD?99 dataset

PCA+NB [14]

2022

KDD99

93.40

92.81

6.10

PCA + NB

Binary
classification
only; no

topology
features

RBM-IDS [15]

2019

NSL-KDD

94.70

93.81

5.30

Restricted BM

143 ms latency;
infeasible

Federated LSTM
[16]

2018

UNSW-NB15

96.20

95.74

3.80

LSTM + FedAvg

Requires
dedicated fog
infrastructure;

no WSN

features

RF WSN-DS [17]

2017

WSN-DS

97.30

96.88

2.70

Random Forest

Single dataset;
no adversarial
evaluation; no
deep learning

Hierarchical RF [18]

2017

WSN-DS

95.10

94.47

4.90

2-tier RF

Cluster-head
single-point-of-
failure; no
adversarial
robustness

GNN-GAT [22]

2023

Custom WSN

98.10

97.83

1.90

Graph Attn. Net

Requires full
global
topology;
infeasible
under Sybil
attacks

Proposed

2026

WSN-DS/Multi

99.10

98.87

0.42

Soft-Vote Ens.

Hardware
profiling via
emulation
only; no
physical
testbed; no
certified
adversarial
defence

4.8. Computational Deployment Profiling

Table 14 confirms deployment feasibility across WSN node capability tiers. For Tier 1 leaf nodes with strict 64 KB SRAM
constraints, Isolation Forest (4.1 ms, 29.4 KB), XGBoost (5.4 ms, 51.2 KB), and RF (6.2 ms, 47.3 KB) all satisfy hardware
constraints whilst achieving 89.7-98.4% accuracy. Energy analysis quantifies the IDS overhead at 3.2 mW additional
power for RF deployment on a TelosB node, representing an 11% node lifetime reduction at 100% duty cycle-acceptable
for security-critical deployments. For Tier 2 relay nodes (128 KB SRAM), the RF+XGB sub-ensemble (11.6 ms, 73.2 KB)
provides 98.8% accuracy with 5.0 mW overhead. For Tier 3 cluster-heads (256 KB SRAM), the full ensemble (23.4 ms,
112 KB) provides a maximum 99.1% accuracy with 10.2 mW overhead. All configurations achieve a latency below the
500 ms LEACH inter-packet interval, confirming real-time feasibility. All profiling measurements were obtained
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exclusively using a QEMU ARM Cortex-M33 software emulator running Zephyr RTOS v3.4, not on physical sensor
hardware. Emulation may not fully capture real-world latency variability introduced by radio interrupt handling, bus
contention, cache misses, and hardware-specific peripheral timing. The reported figures, therefore, represent indicative
lower-bound estimates; physical deployment validation on target platforms such as nRF52840-DK and Zolertia RE-Mote
is identified as a priority future work item.

Table 14. Computational Profiling on ARM Cortex-M33 Emulator (Zephyr RTOS v3.4)

Max
- Latency RAM Model Energy/Inf .
Classifier SRAM Tier
(ms) (KB) (KB) (1J)
(KB)
Isolation Forest 4.1 29.4 55.8 73.8 64 Tier 1-Leaf
XGBoost 5.4 51.2 94.7 97.2 64 Tier 1-Leaf
Random Forest 6.2 47.3 89.1 111.6 64 Tier 1-Leaf
SVM (RBF) 9.8 38.6 72.4 176.4 64 Tier 1-Leaf
Autoencoder 11.7 58.3 107.6 210.6 128 Tier 2 - Relay
RF+XGB Sub- 116 732 1384 208.8 128 Tier 2 - Relay
Ensemble
LSTM (T=20) 18.1 61.8 118.3 325.8 128 Tier 2 - Relay
kNN (k=7,n=80K) 314 1126  NIA 565.2 256 "3 Chster
Full Ensemble 234 112.0 N/A 4212 256 Tier 3 - Cluster-

Head

Now, a trade-off analysis is shown for inference latency versus system throughput for all evaluated models in the ARM
Cortex-M33 emulation environment as shown in figure 11. In all classifiers, the deployment viability is confirmed (in all
the red dashed line is below 50ms real-time), thus enabling deployment across the entire model portfolio in real-time.
Random Forest produces the lowest latency (6.2ms) and highest throughput (1,750pps) of all supervised classifiers in Tier
1 leaf node deployment, the most computation efficient classification approach. XGBoost is next at 15ms latency and 1,320
packets per second. LSTM has a higher latency (18.1 ms) but still within real-time. The Full Ensemble configuration
provides the largest latency (23.4 ms) and smallest throughput (650 packets per second) of the configurations evaluated,
but both of these are still well below the operational limits, indicating that the accuracy benefits of operating Full Ensemble
are attainable without violating real-time classification requirements.
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Real-Time Operational Efficiency Analysis

Inference Latency vs. Network Throughput across ARM Cortex-M33 Environment

Real-Time Threshold {50ms)

50

Operational Verdict:

All models operate safely
within real-time bounds

30 Proposed Ensemble

(27ms, 650 pkt/s) LSTM

20 (22ms, 920 pkt/s)
XGBoost

Inference Latency (ms)

(15ms, 1320 pkt/s)
10 Random Forest

(8ms, 1750 pktis)

4] 500 1000 1500 2000

System Throughput (Packets per Second)

Figure 11. Trade-off analysis between inference latency and system throughput, confirming that the ensemble operates safely within
the 50ms real-time industrial threshold.

4.9. Adversarial Robustness Evaluation

Table 15 adversarial robustness results reveal the structural divergence in perturbation resilience between gradient-free
tree-based classifiers and gradient-based neural network components. Random Forest maintains 96.2% accuracy at FGSM
€=0.10 (only 2.2 pp degradation), whilst LSTM degrades to 71.4% (25.8 pp degradation) a 23.6 pp resilience gap explained
by the absence of a differentiable loss landscape in tree-based models that gradient-based attacks exploit. The full ensemble
maintains 87.3% at €=0.10, substantially above LSTM-only (71.4%) due to the RF and Isolation Forest components
providing robustly anchored classification votes that counteract LSTM’s adversarial shifted predictions. At €=0.15, the
ensemble degrades to 79.6%, suggesting that perturbation magnitudes above 0.10 can begin to compromise even tree-based
ensemble components through higher-magnitude feature value modifications that shift samples across tree decision
thresholds. SHAP analysis (Table 16) identifies the five highest-importance features-routing table change frequency
(12.4%), packet inter-arrival time variance (11.1%), hop-count variance (8.5%), bidirectional traffic ratio (8.1%), LQI mean
deviation (7.6%), collectively accounting for 52.7% of total ensemble feature importance mass despite comprising only
13.2% of retained features.

These five features, all from the Topology (3) and Statistical (2) categories, represent the minimal sufficient feature subset
for a lightweight fast-path pre-classifier achieving approximately 91% accuracy at under 2 ms latency. Since Random
Forest and XGBoost are non-differentiable models, standard FGSM and PGD gradient-based attacks cannot be applied to
them directly. To evaluate these classifiers under gradient-based perturbation, a surrogate gradient approach was employed:
asingle-hidden-layer neural network surrogate (64 units, ReL U activation, softmax output) was trained on the same training
partition to approximate each tree ensemble’s decision boundary. FGSM and PGD perturbations were computed using the
surrogate’s gradient, and the resulting adversarial examples were transferred to the original RF and XGBoost models for
accuracy evaluation, following a standard transferability-based black-box attack protocol. The low accuracy degradation
observed for RF (=2.2 pp at £=0.10) and XGBoost (=3.2 pp) reflects the limited gradient transferability from the neural
surrogate to tree models, a well-documented property of ensemble tree architectures—and does not constitute a certified
adversarial defence. These results represent natural perturbation resilience arising from tree structure rather than robustness
guarantees. An adversary with white-box access to the tree models could apply decision-boundary-aware attacks such as
HopSkipJump or Boundary Attack that would likely achieve substantially higher degradation. These results highlight a key
limitation: the ensemble does not currently incorporate an active adversarial defence mechanism. While ensemble diversity
(Q=0.31) provides inherent robustness superior to any single classifier, the 11.8 pp accuracy degradation at €=0.10 and
19.5 pp at €=0.15 confirm that the current framework is not certified adversarial robust. The LSTM component in particular,
with a 25.8 pp drop at €=0.10, represents the primary ensemble adversarial vulnerability. Addressing this through PGD-
based adversarial training for the LSTM component and randomized smoothing certification is explicitly prioritized as a
future research direction in Section 5.
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Table 15. Adversarial Robustness: Accuracy (%) Under FGSM and PGD on WSN-DS

Clean FGSM FGSM FGSM FGSM PGD PGD PGD
(%) e=0.01 £=0.05 £=0.10 £=0.15 £=0.01 £=0.05 £=0.10

Random Forest 9840 98.10 9740 9620 9410 97.90 97.10 95.80 —22pp
SVM (RBF) 96.80 95.90 9240 87.60 8130 9550 9120 85.30 —-9.2pp
XGBoost 9790 9750 96.60 9470 9140 97.20 96.10 93.40 -3.2pp
LSTM 9720 9430 8470 7140 5820 9310 8230 68.60 —25.8pp
Isolation Forest 89.70 89.40 8890 8810 8750 89.20 88.60 87.80 —1.6 pp
Autoencoder 9130 90.10 8650 79.20 7160 89.70 8510 7740 —12.1pp
k-NN 9510 9460 9180 8640 80.20 9430 9090 84.70 —8.7pp

Full Ensemble 99.10 98.10 9540 8730 7960 97.80 9490 8560 -11.8pp

Classifier A@eg=0.10

4.10. SHAP Feature Importance Analysis

To provide interpretability for the classification decisions, SHAP values are computed for all ensemble member classifiers
on the WSN-DS test partition. SHAP assigns each feature a contribution value for each individual prediction, decomposing
the classification decision into additive feature contributions grounded in cooperative game theory. Table 16 presents the
top-15 features by mean absolute SHAP value averaged across all five ensemble members. The analysis enables security
practitioners to understand why the ensemble flags particular traffic samples as anomalous, supporting targeted incident
response by identifying which network behaviours are most anomalous in flagged events. This interpretability directly
addresses the black-box opacity concern frequently raised against ML-based IDS in safety-critical deployments.

Table 16. SHAP Feature Importance: Top-15 Features by Mean [SHAP| Across Ensemble Members (WSN-DS)

Mean o XGB
Rank Feature Name Cat. ISHAP| Imp. (%) RF Rank Rank Key Attack Class
Routing Table Change o Blackhole, Grayhole,
1 Frequency T 0.3124 12.4% ! ! Wormhole
2 Packet 'r\‘}zrr'i':rfgg’a' Time s 0.2801 111% 2 3 Dos, Flooding
3 Hop-Count Variance T 0.2147 8.5 % 4 2 Sinkhole, Wormhole
4 Bidirectional Traffic Ratio S 0.2039 8.1% 3 4 Blackhole, Grayhole
5 LQI Mean Deviation T 0.1923 7.6 % 5 5 Grayhole (critical)
EWMA Packet Rate o Flooding,
6 2=0.125 m 0.1788 7.1% 6 6 Schedulin
g
7 Cluster Advertisement Rate P 0.1644 6.5 % 7 8 Scheduling,
Blackhole
8 Payload Byte Variance S 0.1521 6.0 % 8 7 DoS, Flooding
9 Neighbour Discovery T 0.1392 5.5% 9 10 Sybil, Wormhole

Anomaly Score

330



Journal of Cyber Security and Risk Auditing Vol.2026, No.2

ISSN: 3079-5354

STAHP

Mean o XGB
Rank Feature Name Cat. ISHAP]| Imp. (%) RF Rank Rank Key Attack Class
10 LEACH Join Request Rate P 0.1287 51% 11 9 Blackhole
11 LQI Standard Deviation T 0.1143 4.5% 10 11 Grayhole
12 Cluster-Head Election p 0.1021 40% 13 12 Schedulmg,
Frequency Sinkhole
13 Packet Loss Rate S 0.0934 3.7% 12 13 Grayhole, Blackhole
14 Sustained Anomaly ™ 0.0887 350 14 14 Progressive
Duration Blackhole
15 ACK / Data Frame Ratio P 0.0812 32% 15 15 Selective
Forwarding
16-38  Remaining 23 features ~ Mixed 03731 _ _ _ Dos, Flooding,

Blackhole, Grayhole

4.11. Cross-Dataset Feature Importance Stability

Ensemble SHAP importance is calculated for each of the three test partitions separately to determine if the importance
measures represent a cross-domain artifact or are related to the specific dataset, and features are then ranked by the mean
|SHAP| over the three test partitions. Table 17 presents Spearman cross-dataset rank correlation results for 12 representative
features. Spearman's rank correlation p=0.71 between WSN-DS and NSL-KDD indicates moderate-to-high stability for
network-layer features. The lower p=0.58 with UNSW-NB15 reflects WSN-native topology features being highly
discriminative for LEACH routing anomalies but less informative for TCP/IP traffic.

Table 17. Cross-Dataset SHAP Feature Importance Rank Correlation Analysis

WSN KDD NB Rank
Feature Name Category Rank Rank Rank p(WSN, KDD) p(WSN, NB) Stability
Routing lab'e Change 40 010gy 1 3 7 0.1 0.74 High
reg.
Packet Inter-Arrival o ictical 2 1 2 0.97 0.95 Very High
Time Variance
Hop-Count Variance Topology 3 5 11 0.88 0.61 High
B'd"eCtF'QO”.a' Traffic gptistical 4 2 3 0.94 0.92 Very High
atio
LQI Mean Deviation Topology 5 9 19 0.84 0.44 Moderate
EWMA Packet Rate Temporal 6 4 4 0.93 0.91 Very High
Cluster Advertisement 5100 7 18 27 0.62 0.32 Low
Rate
Payload Byte Variance Statistical 8 6 5 0.91 0.90 Very High
Neighbour Discovery
Anomaly Score Topology 9 12 16 0.79 0.58 Moderate
LEACH JoinRequest o100 10 21 30 0.55 0.27 Low
Rate
Sustained Anomaly o) 14 8 6 0.85 0.83 High

Duration
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WSN KDD NB Rank

Feature Name Category Rank Rank Rank p(WSN, KDD) p(WSN, NB) Stability

Low —
TCP/IP
dataset-
specific

Source Port Entropy Protocol 22 7 1 0.48 0.31

Moderate

All 38 features (mean) - - - - 0.71 0.58 to High

5. Conclusion

This paper presented, evaluated, and analyzed a comprehensive Machine Learning-based framework for anomaly detection
and multi-class attack classification in Wireless Sensor Networks. The proposed Bayesi-an-optimized soft-voting
ensemble—integrating Random Forest, SVM, XGBoost, LSTM, and Isolation Forest with weights 0.28/0.19/0.25/0.21/0.07
respectively—achieves 99.1% detection accuracy, 98.87% macro-averaged F1-score, 0.42% FPR, and MCC of 0.989 on the
WSN-DS primary benchmark, establishing new state-of-the-art performance across all eight reported metrics with cross-
validation stability of £0.024%. Cross-dataset evaluation further confirms robust generalization: 98.3% accuracy on NSL-
KDD and 97.6% on UNSW-NB15, with cross-dataset AUC standard deviation of 0.0014-the lowest among all eight
evaluated classifier configurations.

The 38-feature domain-specific engineering pipeline-validated through ablation studies and SHAP importance analysis-
demonstrates that WSN topology features contribute 56.7% of total ensemble feature importance despite comprising only
23.4% of features by count, establishing WSN-specific domain knowledge as the primary performance differentiator over
conventional 1DS feature sets. The five highest-importance features (routing table change frequency 12.4%, packet inter-
arrival time variance 11.1%, hop-count variance 8.5%, bidirectional traffic ratio 8.1%, LQI mean deviation 7.6%)
collectively account for 52.7% of classification decisions. ARM Cortex-M33 embedded profiling validated tiered
deployment feasibility: 89.7-98.4% accuracy at 4.1-6.2 ms for Tier 1 leaf nodes (<64 KB SRAM), 98.8% at 11.6 ms for
Tier 2 relay nodes (128 KB), and 99.1% at 23.4 ms for Tier 3 cluster-heads (256 KB). The configurable 8-mode operating
framework enables continuous accuracy-latency trade-offs across the WSN hardware capability spectrum.

Five concrete future research directions emerge from the limitations identified in this study. First, federated learning
protocols enabling privacy-preserving collaborative IDS model training across WSN cluster hierarchies through gradient
aggregation without raw traffic data centralization, combining the FedAvg framework with differential privacy (&,6)-DP
guarantees to provide both collaborative learning efficiency and traffic data confidentiality. Second, neuromorphic
computing IDS implementations on Intel Loihi and IBM TrueNorth spiking neural network hardware, targeting sub-milliwatt
inference power consumption, enabling continuous security monitoring in energy-harvesting battery less WSN deployments
where the 3.2 mW RF IDS overhead represents an unacceptable fraction of harvested power. Third, extension of the feature
engineering pipeline to include system-call monitoring capabilities at Tier 3 cluster-head nodes for reliable U2R and R2L
attack detection, addressing the 91.7% and 94.3% F1-score gaps identified on NSL-KDD for these application-layer attack
classes. Fourth, certified adversarial defences combining PGD-based adversarial training for the LSTM ensemble component
with randomized smoothing certification providing provable accuracy lower bounds under bounded €2-norm perturbations,
directly addressing the 25.8 pp LSTM accuracy degradation at £=0.10 identified as the primary ensemble adversarial
vulnerability. Fifth, comprehensive physical-layer testbed validation across Zolertia Z1, TelosB, nRF52840, and ESP32
hardware platforms running Contiki-NG and Zephyr RTOS with full radio propagation environments to validate simulation-
derived results against hardware-level traffic statistics and physical-layer attack implementations unavailable in the WSN-
DS simulation benchmark.
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